Mercury Laser Altimeter Algorithm  Programmer’s Guide Revision 2.4


National Aeronautics and Space Administration

Goddard Space Flight Center

​

Mercury Laser Altimeter Science Algorithm

Programmer’s Guide, Rev 2.5

4 November 2003

By Jacob S. Rosenberg

NASA/Goddard Space Flight Center

Flight Software Branch, Code 582

Check the ComponentSoftware Configuration Management System for this project to verify that this is the correct version to use. 

Table of Contents

51.  List of Acronyms and Special Terms


62.  List of Applicable Documents


73.  Overall Purpose


84.  Function Calling Tree


135.  Software Module Descriptions


166.  Frequently Asked Questions


187.  Correspondence Not Covered Elsewhere


208.  Possible Future Enhancements


208.1
Quick and Easy Speed Up of Signal Processing for Lower Returns


208.2
Determine Low Returns to Downlink Once Per Second


208.3
Choice of the Number of Returns


218.4
Proper Synchronization of Shot Number With the SD Task


229.  Limits Imposed On the Software


229.1
Histograms


229.2
Shot History Items


2410.  Range Processing


2410.1  What is the Range Packet?


2410.2  Time Outs for Range Message Failures


2510.3  Range Valid Flag Settings




1.  List of Acronyms and Special Terms

AEM – Analog Electronics Module

CCSDS - Consultative Committee for Space Data Systems

DC  - Data Compression subsystem.  Compresses the 1 HZ Science packets.

DR – Discrepancy Report

Frame – A collection of 16 shots taking up a nominal time of 2 seconds.  See also Shot Time and Superframe.

FSW – Flight Software.  A generic term.

MLA - Mercury Laser Altimeter

Pass – A Science data collection run about a planet, asteroid, etc.  A pass for the Mercury Laser Altimeter could be as long as 90 minutes.

RMU - Range Measurement Unit

SD - Science Data subsystem provides the AEM and RMU data to the Science Algorithms

Shot Time – The nominal time for each shot is 1/8 of a second.  Consequently, there are 8 shots per second, 16 shots per frame and 80 shots per superframe.

SI - Science Algorithms subsystem.  Implements the Science Algorithms; it is the subject of this document.

S/C – Spacecraft

Superframe – A collection of 80 shots taking up a nominal time of 10 seconds.  There are 5 frames per superframe.  See also Shot Time and Frame.

2.  List of Applicable Documents

1 MLA Flight Science Algorithms by Jan McGarry, Version 1.34, February 12, 2003

2 MLA_CMD_TLM_3_5.xls by Joseph-Paul Swinski, 3 October 2003

3 MLA_SCI_TABLES_1_7.xls by Jacob Rosenberg, 18 June 2003

4 Range Measurement Unit MESSENGER Mercury Laser Altimeter Basic Familiarization.  By Richard Katz, December, 2002

5 RMU-CPU interface.  By Richard Katz, November 2002

6 MLA Processor Card Hardware/Software Specification & ICD.  Version 1.3, 1 November 2002. By Kenneth Wagner

7 MESSENGER General Instrument Interface Specification dated January 3, 2003.  By S.E.Jaskulek of the Johns Hopkins University Applied Physics Laboratory.

3.  Overall Purpose

The purpose is to provide to a developer who is unfamiliar with the MLA project a means of getting started.  It is not intended to replace the MLA  Science Algorithm document, hereafter referred to as the Science Algorithm document or Algorithm document, for short.  Included in this document is a computer generated calling tree,  a list of all of the routines and short description of what each one does. It has a Frequently Asked Questions section.  It has a section covering correspondence that shaped how the software would actually work but was not covered in any other documents.  There is a section on possible future enhancements and finally there is a section on physical limitations of the software.  It should be noted that the Algorithm document contains a number of useful items for developers.

For example, the Algorithm document has a number of logic flow charts in its Appendix A, that might be of some use to a developer.  In Appendix C, it contains a detailed description of how the fixed point calculations should be carried out.  These topics will not be covered here.

Disclaimer:  User’s Guides are fine, but if you have any doubt about how things really work, then by all means consult the code!

4.  Function Calling Tree

The routine SI_Func contains the main processing ‘loop’ for the Science Algorithms subsystem (SI).  SI_Func waits on the delivery of a wake-up packet, which contains data from the Science Data task.  Each wake-up packet is associated with an eighth of a second laser fire interrupt.  Usually it is the latest interrupt that just occurred, but during busy processing periods there may be up to three such wake-up packets stored in the Software Bus buffer.  These stored packets are processed on a first-in / first-out basis.  After the Science task finishes waiting on its wake-up packet, the science algorithm is performed for that ‘shot’ of the laser.  The routine SI_CollectRangeReturns, which is called by SI_Func, tabulates the range returns and sets off the signal processing at the final shot of a superframe. The routine, SI_ExecuteCurrentMode, as its name implies, executes the current algorithm mode.  Accordingly, your analysis should start with SI_Func, SI_ExecuteCurrentMode and SI_CollectRangeReturns.  The following calling tree is in alphabetical order.

SI_AEM_LaserInfo

SI_ApplyOverrideValues

| SI_SetupOvrRangeDelay

SI_AssociateLowReturns

SI_AverageStartTimes

SI_Calc_T0_R0

SI_CalcThresholds

| SI_i2log

| SI_OverrideThresholds

SI_Clear_2HZ_NoiseCounters

SI_Cmd_AEM_Unit

| SD_AEM_WriteDac

| SD_AEM_ChanSelects

SI_Cmd_RMU_Unit

| SD_RMU_WriteRangeWinStart

| SD_RMU_ReadRangeWinStart

| SD_RMU_WriteRangeWinStop

| SD_RMU_ReadRangeWinStop

| SC_log_err

SI_CollectRangeReturns

| SI_zap

| TM_get_time

| SI_HistoTabbingStoring

| SI_UpdateNoiseCounts

| SI_ReorderRecode

| SI_PerformSignalProcessing

| SI_dummy

SI_ConstructReturns

SI_ConvertNoise

| SI_i2log

SI_DetermineDownlinkedPulses

| SI_AssociateLowReturns

SI_DiffLeadTrail

SI_DoLinearFit

SI_dummy

SI_ExecuteCurrentMode

| SI_GetMode0_RangeMsg

| SI_GoToToDesignatedMode

| SI_PerformMode0

| SI_GetRangeMessage

| SI_LookRangeWindowSize

| SI_LookupGain

| SI_LookupChDis

| SI_PerformMode2

| SC_log_err

| SI_dummy

| SI_InterpolateRange

SI_FindIndependentVar

SI_Func

| LA_set_inactive

| SB_rcv_msg

| LA_set_active

| SB_dalok8_pkt

| SI_InitScienceMode

| SI_UpdateCounters

| SI_GetMode0_RangeMsg

| SI_DetermineDownlinkedPulses

| SI_PrepUncompressPkt

| SI_Clear_2HZ_NoiseCounters

| SI_AEM_LaserInfo

| SI_TransferPacketData

| SI_Send1HzSciPkt

| TM_get_time

| SI_CollectRangeReturns

| SI_ExecuteCurrentMode

| SI_ApplyOverrideValues

| SI_CalcThresholds

| SI_Cmd_AEM_Unit

| SI_Cmd_RMU_Unit

| SI_dummy

SI_GetMode0_RangeMsg

| TM_get_time

| SB_rcv_msg

| SB_dalok8_pkt

SI_GetRangeMessage

| TM_get_time

| SB_rcv_msg

| SB_dalok8_pkt

| SI_Set_Range_Rdot

SI_GetSciPktSize

SI_GoToToDesignatedMode

| SI_LookRangeWindowSize

SI_HandleSubmodeTransitions

| SI_Calc_T0_R0

| SI_DoLinearFit

| SI_dummy

SI_HistoTabbingStoring

| SI_ConstructReturns

| SI_AverageStartTimes

| SI_insrtbt

| SI_DiffLeadTrail

| SI_InterpolateRange

| SI_TabulateUpperHisto

| SIProcessLowPulses

SI_i2log

SI_i2pow

SI_init

| IO_register_ivar

| SB_init_dest

| SC_create_paged_task

| SI_Func

| CS_register_table_long_address

SI_InitScienceMode

| SI_Clear_2HZ_NoiseCounters

| SI_PerformMode0

| SI_OverrideThresholds

| SI_i2log

| TM_get_time

SI_insrtbt

SI_InterpolateRange

| SI_Mode1_PredictedRange

| TM_get_time

| SC_log_err

| SI_SetupOvrRangeDelay

SI_LookRangeWindowSize

| SI_FindIndependentVar

| SI_SetRow

SI_LookupChDis

| SI_FindIndependentVar

| SI_SetRow

SI_LookupGain

| SI_FindIndependentVar

| SI_SetRow

SI_Mode1_PredictedRange

SI_mv

SI_OverrideThresholds

SI_PerformMode0

SI_PerformMode2

| SC_log_err

| SI_HandleSubmodeTransitions

| SI_dummy

SI_PerformSignalProcessing

| SI_i2pow

| SI_dummy

SI_PrepUncompressPkt

| SI_ConvertNoise

| SI_dummy

SI_ReorderRecode

SI_Send1HzSciPkt

| SI_GetSciPktSize

| SB_send_msg_wcopy

SI_Set_Range_Rdot

| SC_log_err

SI_SetRow

SI_SetupNoiseAccum

SI_SetupOvrRangeDelay

SI_TabulateLowerHisto

SI_TabulateUpperHisto

SI_TransferPacketData

| SI_mv

SI_UpdateCounters

SI_UpdateNoiseCounts

| SI_SetupNoiseAccum

SI_zap

SIProcessLowPulses

| SI_ConstructReturns

| SI_TabulateLowerHisto

| SI_DiffLeadTrail

5.  Software Module Descriptions

Note that only decriptions for the Science Algorithm modules (SI) will be provided.  Modules are listed in alphabetic order.

SI_AEM_LaserDiodeCurr - Develops statistics for the Laser Diode Current

SI_ApplyOverrideValues - Applies override values to parameters

SI_AssembleNoise -  The least significant and the most significant parts of each item are concatenated into the least significant 16 bits of a 32-bit word.  Then we take the plog2 of this word and express the result with a 4 bit exponent and 4 bit mantissa.

SI_AssociateLowReturns - Searches for low returns associated with the upper leading and trailing edges

SI_AverageStartTimes - Calculates the time of flight by using a 3 second (24 shot) rolling average that removes the minimum and the maximum before averaging.

SI_Calc_T0_R0 - Calculates (T0, R0) when there is insufficient data for a linear fit calculation

SI_CalcThresholds - Calculates the threshold given the gain and range window

SI_CheckSCMET -  Checks the Spacecraft MET for meaningfullness and corrects it if necessary

SI_Clear_2HZ_NoiseCounters – Clears the 2 HZ noise counters

SI_Cmd_AEM_Unit – Sends inforation to the AEM unit to set up for the next shot.

SI_Cmd_RMU_Unit – Sends inforation to the RMU unit to set up for the next shot.

SI_CollectRangeReturns – Routine that organizes the collection of range returns and signal processing in general.

SI_ConstructReturns - Constructs a return using 4 input bytes

SI_DetermineDownlinkedPulses - Determine which of the low returns should be downlinked as telemetry

SI_DiffLeadTrail - Creates the coarse differences between leading and trailing edges of a pulse.

SI_DoLinearFit - Least squares linear fit of returns data versus time

SI_dummy - Used for patching code

SI_ExecuteCurrentMode - Executes the current Science Sub-mode and permits transitions to and from Mode 0 as necessary

SI_FindIndependentVar - Finds the proper row in a table given the independent variable

SI_Func - Function that controls the Science Task

SI_GetMode0_RangeMsg - Gets the S/C range message while in Mode 0

SI_GetRangeMessage - Obtains the Range and the MET from the message provided by the MESSENGER spacecraft

SI_GetSciPktSize- Obtains output science packet size

SI_GoToToDesignatedMode - Transitions algorithm from mode 0 to the designated mode

SI_HandleSubmodeTransitions - Handles all submode transitions for Mode 2

SI_HistoTabbingStoring - Processes range returns from the RMU for the purpose of tabulating it into the various histograms and storing then returns

SI_i2log - Approximation to log(Base2).

SI_i2pow - Returns the integer part of the log(Base2).  Needed for indexing into arrays.

SI_init - Performs initializations for the Science Algorithms Task

SI_InitializeDoubleWordTables - Performs initializations on tables that contain double word (32 bit) items.

SI_InitScienceMode - Initialization routine for each Science pass

SI_insrtbt – Inserts bit fields into a buffer given a bit offset

SI_InterpolateRange - Interpolates the range given the current MET.  The location of the range window stop and start are adjusted accordingly

SI_LookRangeWindowSize - Looks up the range window size from the ranging table

SI_LookupChDis - Set Channel Disables Using the Config Table, formerly called the channel disables Table.

SI_LookupGain – Looks up the gain

SI_mv - Moves byte data from one location to another

SI_OverrideThresholds - Calculate the overriden thresholds

SI_PerformMode0 - Performs Sub-Mode 0 processing in Science Mode

SI_PerformMode2 - Implements the various Mode 2 submodes

SI_PerformSignalProcessing - Signal processing is done by this procedure.  Executed at a Superframe boundary.  Biases are calculated

SI_PrepUncompressPkt - Preparess the 1 Hz uncompressed packet.  It is called every shot

SI_ReorderRecode - Reorders the recode array for the linear fit operation

SI_Send1HzSciPkt - Sends the 1Hz Science Packet

SI_Set_Range_Rdot - Sets the range and Rdot for Modes 1 and 2

SI_SetRow - Locates the closest row for the lookup of a parameter

SI_SetupNoiseAccum - The least significant and the most significant parts of each item are concatenated into the least significant 16 bits of a 32-bit word.  This result is returned.

SI_TabulateLowerHisto - Tabulate leading edge lower retuns into lower histogram

SI_TabulateUpperHisto - Tabulate leading edge of High return into upper histogram

SI_TransferPacketData SI_TransferPacketData - Transfers data from the SI_Sci_Info for this second from the reporting buffer to the Science packet which will soon be output.

SI_UpdateNoiseCounts - Retrieve and tabulate noise counts

SI_zap – Sets memory to a byte-sized constant value.  Generally used to zero out arrays.

SIProcessLowPulses - Processes the Low pulses

6.  Frequently Asked Questions

1 Do some parameters change in Mode 0?  Yes, the thresholds change even in Mode 0.  To force constant threshold values you must use the overrides.

2 If the override values are out-of-range what will happen?   If a value given is larger than the upper limit for that item, the upper limit will be used.  If it is smaller than the lower limit, then the lower limit will be used.  In all other cases, the commanded value will be used.

3 Do overrides occur immediately after they are requested?   No.  Overrides are implemented at the end of the first superframe after they are requested.  For example, suppose that the range window width was overridden while in keep-alive mode in the back orbit.  The override is placed into the appropriate data structures immediately by the script that handles the override command, but nothing will happen until you get into Science mode.  When you get into Science mode, the software will use either the range window width for Mode 0.  Only when the first superframe is complete, 10 seconds after startup, will the override value you sent be used.  Note that overrides values are persistent by design; if you don’t want a particular override, you have to remember to shut it off.

4 What is the default Science Mode?  When the MLA mode is set to Science from Standby, the default initial designated mode is Mode 1.  Note that you may never get to be in Mode 1 during a pass!  See question #5, below.

5 We chose Mode 1 as the (default) designated mode.  Why didn’t the Science task transition to Mode 1 from Mode 0?  Regardless of what value the designated mode has been set to, the initial Current mode will always be Mode 0.  The Science task may or may not get out of Mode 0 depending on whether the exit criteria for the designated Mode are met. For Mode 1, the Science task must receive valid ranging data from the spacecraft before it will transition from Mode 0 to Mode 1.  See the Algorithm document, section 4.0, for the details.

6 Can you really, from an operational perspective, set the designated Mode to Mode 2?  No, you can’t.  First, let me point out that Mode 2 software has never been formally tested and has received minimal maintenance.  I have run informal tests on it, though.  Here is what happens.  The progression from Mode 0 to Mode 2 went just fine, but at the end of the first superframe there are a number of floating point calculations that are performed.  As soon as we convert from type float to type long or visa versa the software dies!  Everything freezes up.  This is due to defects in the floating point library.  We must use this library because we have to emulate floating point instructions in software as there is no hardware on the board to support it.  We cannot obviate this difficulty for Mode 2 because the least squares linear fit calculation done in Mode 2 absolutely requires floating point.  If we can get a functional floating point library, this problem would almost surely disappear.  But there is still the problems of no testing and little or no maintenance.  We have avoided floating point calculations in the other modes.  Note well that Science cannot be commanded to Mode 2; this was checked.  The aforementioned test was made with a specially modified version of the Science task software.

7 I’ve noticed that the ending operation for Science is rather spare.  Why aren’t you trying to write out the last few 1 HZ Science packets you still have in memory?  The sponsor told us not to bother.  It is sufficient for their purposes that Science is no longer being processed.  If you want the last few packets, just lengthen the pass by 10 seconds, so that you get all of the next superframe.  The sponsor specifically rejected this, though.

8 Can the Hardware Diagnostic packet be sent during Science Mode?  No.  There is not enough memory in the system during Science Mode to support it.  You can get the Hardware Diagnostic Lite packet during Science Mode for ground testing only by increasing the size of the ITF.  For ground testing only, use the procedure, Set_ITF_Size to increase the size of the ITF to 2048 bytes.  This cannot be done in flight because the size of the ITF is fixed at 1250 bytes.  Nevertheless, this can be useful for debugging.

9 Some of the hardware values are reported in the Hardware Diagnostic Lite packet and the 1 HZ Science packet.  What should I use in my testing?  Remember that the 1 HZ Science packet is delayed by one superframe; nominally 10 seconds, before it is sent out.  Whereas, the Hardware Diagnostic Lite packet is sent out immediately and comes to you at 8 HZ, as opposed to 1 HZ.  Where there is an overlap, the choice should be made on the basis of the freshness of the data  that you actually need.  If you don’t need fresh data then by all means use the Science packet because the extra overhead of the 8 HZ Hardware Diagnostic Lite packet stresses the system.  If your test protocol assumes a full-up scenario, which is done during stress testing, then you have no choice but to generate both types of packets in Science Mode.   See item #8, above for more information.

10 Do you know of a discrepancy between your implementation of the Science algorithms and the Algorithm document?  Yes.  See the section of this document entitled “Correspondence Not Covered Elsewhere.”  In order to satisfy certain requirements, the algorithm document could not be altered to include certain nuances of the search for lower returns associated with upper returns.

11 How can I check if I’m in Science mode after I have given the command to go to that mode?  Both the Status and MocStatus packets have a variable, MlaMode, that is equal to 2 when the instrument is in Science mode.  In addition, as noted above, 10 seconds after the transition to Science mode has been effected, you should begin to receive the first Science packets.  Inside the Science packet is the TimingValid flag that indicates if the timing is valid at all.  Also within the Science packet is the variable OutOfSynchWith1PPS which indicates whether or not we are out of synchronization with the 1 PPS pulse.

12 What happens if we get bogus ranges values from the Spacecraft range messages?  The last “good”, i.e. meaningful range is used.  Of course, if there too many such meaningless ranges in a row , the software will react by forcing the MLA mode into a lower processing Mode.  For Mode 1, it will fall back to Mode 0.  For Mode 2, with SCFLAG greater than zero, it will stay in Mode 2, but the SCFLAG setting will degenerate to zero.  Mode 2 is dysfunctional.

13 Mode 0 and Mode 2, with SCFLAG equal to zero, are supposed to be fixed value configurations.  Does the start and stop positions of the range window vary for these configurations?  Yes it does.  It varies as the time-of-flight varies from shot to shot.  The time of flight is now based on a three second rolling average of the Start Pulse leading edge return; excluding the minimum and maximum over the three seconds.  Consequently, the variability is much less than it would be if it were simply based on the Start Pulse leading edge return of just the last shot.  Given that the time-of-flight is never zero, there will always be an offset which should vary slowly.  Mode 2 is dysfunctional.

14 Is there a section in this document that contains tips for future enhancements for MLA or follow-on missions?  Yes, take a look at the section entitled “Possible Future Enhancements.”

15 Is there a section in this document that contains information regarding physical limitations on the Science software.  Yes, look at section 9, entitled “Limits Imposed on the Software.”

16 Are there known bugs that have not been remedied?  Yes.  See section 8.4, ProperSynch,, entitled “Proper Synchronization of Shot Number With the SD Task”, addresses such a shortcoming.

7.  Correspondence Not Covered Elsewhere

The method of selecting leading / trailing edges of the low returns corresponding to the leading / trailing edges of the channel 1 upper returns is given in section 7.6 of the Algorithm document.  What follows is a clarification of what should be done.

23 January 2003

From:  Jacob Rosenberg

To: Jan McGarry

Subject:  Further Clarification for the Choice of a Lower Threshold Edge Crossing Associated with an Upper Threshold Edge Crossing

Jan,

On page 23 of Version 1.33 of the Algorithms document the following is given as the definition of TLO_LE:

TLO_LE = max {TLO_LE | (TLO_LE – FilterOffset[k]) HI_LE}

Now let’s assume that we are doing this in the case where TLO_LE is not from channel 1, low.  Then the subscript k, for FilterOffset, is not always equal to zero.  It equals 1, for channel 2 returns and it is equal to equal 2, for channel 3 returns.  Thus, the corresponding FilterOffset[k] is not always the same value!  Consequently, the expression should be written as follows.

Let TLO_LE[0], …, TLO_LE[n] be the leading edge returns from channels 2 and 3.  Set X[i] = TLO_LE[i] – FilterOffset[k], i = 0, ..., n and k = 1 or 2, as appropriate.  Then correct expression is:

Xmax = max {X[i], i = 0, ..., n | X[i]  THI_LE}

An entirely similar expression holds for leading edge returns coming from channel 1.  Having chosen the maximum, let j be, say, the smallest subscript where the maximum occurs, then our choice is TLO_LE[j].  The reasoning for the trailing edges is entirely similar.

This is how I have already implemented the selected of the ‘associated’ returns.  Is this correct?

Regards,

Jacob Rosenberg

Subsequently, Jan McGarry wrote back that this is what was intended.

On July 7, 2003 another modification was added for the purpose of cutting the number of low returns transmitted in telemetry.

Date: Mon, 07 Jul 2003 10:02:52 -0400

To: "Jan F. McGarry" <Jan.F.Mcgarry@nasa.gov>

From: "Jacob S. Rosenberg" <Jacob.S.Rosenberg@nasa.gov>

Subject: Documentation for Associated Low Returns

Cc: Dan Berry <Daniel.L.Berry@nasa.gov>, Ji-Wei Wu <Ji-Wei.Wu-1@nasa.gov>

<SNIP>

Jan,

The purpose of this e-mail message is to provide documentation.  I will insert it into my user's guide.

At about 9:35 today, we talked about how the lower returns are associated with the upper returns.  In your document, on page 22, in the first paragraph regarding associated returns, it says:

     The software must also search for and find all lower channel #1

     threshold crossings that correspond to the upper crossings, even

     if the lower histogram did not determine these returns to be

     signal. If a lower channel #1 threshold crossing can not be found,

     however, then the closest lower threshold crossing for channel #2

     or channel #3 should be used instead.

This is insufficient insofar that it does not take into account the quality of the upper returns data.  In our conversation, you said that in order for the associated lower returns to be searched, the upper returns had to be 'meaningful'.  We agreed that the operational definition of 'meaningful' is that the leading edge of the channel 1, high return had to be tabulated into the upper histogram.

I'll implement this change right away.

Regards,

Jack

8.  Possible Future Enhancements

There have been some useful suggestions and bug fixes which were not implemented because of MLA’s aggressive schedule.  In this section, I will outline some of these modifications and indicate, where possible, if code is available to support the change.  There will also be a subjective estimation of the risk associated with each modification.

8.1
Quick and Easy Speed Up of Signal Processing for Lower Returns

By using a pointer rather than array indexing we can quickly and very easily speed up the search for signal for the lower returns.  The reason that this is so successful is that it is repeated 5 times; once for every frame within a superframe.  The module, SI_SignalA.c is in the FutureEnhancements folder under MLASoftware.  This will save about 3 milliseconds with just a simple change.  Risk:  Practically nil.  Good payoff.  Was bench tested several times and was also tested on the Breadboard string.  This was not the subject of any previous DR.

8.2
Determine Low Returns to Downlink Once Per Second

DR #795 entitled “Spread out superframe processing” was rejected.  It would have made the downlink determination once per second rather than all at once at the end of a superframe.  Code to support this change is available.  It is in the DetermineDownlink folder within the FutureEnhancements folder mentioned above.  The module SI_SignalB.c also has the “Quick and Easy Speed Up” mentioned above.  The routines, SI_DetermineDownlinkedPulses and SI_AssociateLowReturns are in the NEW file, SIDownln.c; stored as SIDownlnB.c.  The routine that creates the data for the least squares linear fit for Mode 2, SI_DataForLinear, is in the file, SI_Mode2B.c.    Alas, this modification is not low risk but has an excellent payoff.

8.3
Choice of the Number of Returns

 The choice of 10 returns per shot is made outside of the Science task (SI), in the Science Data (SD) task because it was felt that the Science task should not have to be reconfigured each time we chose a different maximum number of low returns.  There will be few, if any, changes to the number of returns per shot.  This change is to be made in the SD task not the SI task.  The Science task is always configured for maximum of 15 returns per shot.  Consequently, when planning for the Science task, unless you are badly strapped for space, you should always assume 15 low returns per shot.

8.4
Proper Synchronization of Shot Number With the SD Task

DR # 816 regarding the one second dropouts caused by being out of synchronization with the eighth of a second rupt was not implemented in because the hardware packet was being modified and cascading data errors in other systems might result.  There is untested code available to solve this problem in the directory
MLASoftware\FutureEnhancements\OneSecDropout
It should be very close to a complete solution.  The Hardware packet is untouched in this proposed fix.  The problem is caused by using a shared global variable between the SD and SI tasks.  Since the SD tasks feeds the SI task with data it can get ahead of the SI task in its processing and so using a shared variable might cause a loss of values during times when the SI task is busy.  This is a flaw in the SD – SI interface.  The problem is solved by making the hardware packet part of the wake-up packet.  We place the hardware packet at the beginning of the wake-up packet and then append the variable, HW_Rupt_Position, after the hardware packet within the wake-up packet.  In this way, the definition of the hardware packet is unaltered.   Only the definition of the wake-up packet, which is used internally, is changed.  This will solve most, but by no means all, of the synchronization problems.  The code is very similar to Joseph-Paul Swinsky’s original solution.  This fixes an outstanding bug and is low risk.
9.  Limits Imposed On the Software

It was discovered that a 10 second dropout would occur if a pass lasted longer than 42.5 minutes.  This was based on a false assumption that I completely forgot about:  that passes would never exceed 35 minutes in length.  Wrong! This was fixed so that the pass could be up to 182 hours.  Since we are coming to the end of the developmental phase of the project, I feel that it would be a good idea for me to discuss some of the assumptions I have made elsewhere in the code.  This will help the Sustaining Engineering personnel and maybe even help me out.  A number of the assumptions I'm going to make below do not apply to MLA now and probably will never apply, but they are still of interest.

9.1
Histograms

How big do the cells in the histograms have be?  Right now, for the Upper histogram and the 5 lower histograms we are using unsigned (8-bit) bytes.  If all of the Upper returns were tabulated into a single cell over an entire Superframe, there would be no problem because there are 80 shots in a Superframe and a byte can hold a count up to 255.  Plainly, even if we increased the Superframe to be 30 seconds we would still be fine.  What about the lower returns?

Each lower histogram is based on a Frame length of 2 seconds.  If there are up to 15 returns in a shot then the 16 shots in a Frame would generate 240 counts and each cell could handle this sum.  But we aren't using all 15 returns, we are only allowing a maximum of 10 per shot.  So this gives a maximum sum of only 160.  We are doing fine.  We would still be OK even if we increased the Frame length to 3 seconds, because then no cell would get more than 240 tallies based on a maximum of 10 returns per shot.  But what if we made the maximum number of returns 15.  Then we could have a maximum count of 360.  This forces us to use 16-bit cells for the lower histograms.  This will add 1250 bytes to the data usage on page 3.  But there is no problem because we have 11052 bytes of data space left on Page 3, the Science Task's page.  So after we subtract 1250 we'll still have 9802 bytes.  What about the number of cells in the histograms?  Right now all of the upper and lower histograms use 250 cells.  They used to have 500.  If we made it 500 again, then with our previous assumptions will have to add 3750 more bytes to support this increase.  This leaves us with 6052 bytes left and we are still OK.  We seem to be doing fine.  Are there other side effects?  Yes.

Currently, there are 6 searches for signal that have to be made at the end of each Superframe.  One for the Upper returns and 5 more for the Lower returns.  Each search currently traverses 250 items.  Since we have to store up to 3 wake-up packets just to do our current processing at the end of each Superframe, the situation could worsen if we doubled the number of items to 500.  There is help, though.  Section 8.2 Section_8_2 describes where to get code that can determine which lower returns to downlink once per second rather than all at once at the end of a superframe.  Unfortunately, this is not low risk.

9.2
Shot History Items

In order to do the data selection after the Signal Processing is completed, we have to carry history information regarding where each return was tabulated in the histogram.  To do this, we use a short history of each shot.  The Channel 1, high pulses are always returned, so very little information is retained about them but for the lower returns we have to provide a lot more information.  Here is the declaration of the 16 bit lower shot history items, taken from SI_Signal.h.

typedef struct

{

  // Bit patterns: 001 => Channel 1 LOW, 010 => Channel 2, 100 => Channel 3

  // Meaningful only for lower returns.  Taken directly from the hardware

  unsigned int ChannelID     :         3;

  /* Return selected for downlink.  0 = No, 1 = Yes

     For upper returns it implies that the return was in the signal region.

     For lower returns it implies that the return was in a signal bin

     and/or the two surrounding bins.  It also means that the channel 1 lower

     return was associated with an upper return

  */

  unsigned int return_selected_flag :  1;

  /* Note that if the bin number is equal to NOT_TABULATED, the item could

     not be tabulated.  This bin number will never be used for any

     tabulation.  The maximum bin number used will be about 500.

  */

  unsigned int bin_number           : 12;

} ReturnHistItem;

Then, using this definition, the history compendium for all the low returns in a superframe is declared as follows, later on in SI_Signal.h.

// This table provides the tabulation results for the lower histograms over one

// superframe

extern ReturnHistItem SI_LowHistResults [SEC_PER_SUPERFRAME] [NUM_SHOTS_PER_SEC] [MAX_LO_RET_PER_SHOT];

Since, NUM_SHOTS_PER_SEC equals 8 and MAX_LO_RET_PER_SHOT equals 15, every one second increase in the length of a superframe will cause an increase of 240 bytes in the data usage.

We also have to store all of the information for each shot in a structure similar to the 1 HZ Science packet.  There are 10 such structures in an array.  Defined as follows in the module, SI_1Hz.h.

// This table provides the 1 Hz Science packet information covering one

// superframe.  Note we will use SI_Sci_Info as reference to this table

extern Sci_1Hz_Info SI_SciInfoComp [SEC_PER_SUPERFRAME];

Every one second increase in the number of seconds in a super frame will increase the data usage by 856 bytes.  The constant, SEC_PER_SUPERFRAME, equals 10 for this implementation.  All of this historical data is needed to properly run the Signal Processing algorithm and the subsequent data selection based on the availability of signal for each shot.  Thus for each second increase in the length of the superframe, at least (240 + 856) => 1096 extra bytes of memory are needed.

10.  Range Processing
A number of discrepancy reports were written against the Science task regarding the time that it takes to report that it did not receive a range packet in the requisite amount of time.  This was true for both the first indication that there was trouble and also recognition that we probably would never receive another range packet for the rest of  the pass.  In order to make this section more understandable let me first describe the range packet.

10.1  What is the Range Packet?
The spacecraft time message is sent to each instrument once per second.  According to the Messenger General Instrument Interface Specification, the time message contains range information which will be described presently.

The spacecraft range/angle will also be transmitted once per second as part of the time broadcast message.  The range and angle information in this message is originally generated by the spacecraft guidance and control software using orbital ephemeris data.  It is intended primarily to aid the MLA instrument software in determining a proper range gate for its ranging measurements. […] The range and angle values in the message are appropriate for the time MET-3 (where “MET” is the value received from the DPU in the same message).

The range information represents the distance along the +Z axis between the spacecraft and the planet, and will be formatted as a 16-bit unsigned integer number, where the lsb corresponds to 30 meters.  This provides a range of values between 0 and 1966 km.  If the computed range exceeds 1996 km (or does not intersect the planet), the value will be shown as 0xFFFF.

The ranging information obtained from the time message, described above, is sent to the Science task, once per second, in what is called the range packet.  The angle information in that packet is not used, but the range it provides is critical to the functioning of the Science task while it is in Mode 1.  As mentioned above, if the distance to the planet exceeds 1966 km or if the +Z axis does not intersect the planet, the range value will be given as 0xFFFF.  Thus, it is possible to receive a range packet which provides no range information.  Since this data is critical for the proper operation of Mode 1, we must fail over to Mode 0 when we can’t obtain range information for a given timeout period.

10.2  Time Outs for Range Message Failures
We can fail because we didn’t receive a range packet for a fixed length of time, nominally 12 seconds.  We can also fail even if we receive the range packet continuously, but the range is given as the bogus value of 0xFFFF for a period of at least 10 seconds.  We give two extra seconds to the non-receipt case because we want to account for any latency in the system.  There is another criterion for failure.  Subtracting the previous range value from the current one gives a signed range difference.  Note well that we could conceivably skip one or more seconds between the receipt of meaningful range packets!  So we have to take into account the time between the ranges.  Dividing the range difference by the time between the receipt of the range packets that correspond, we obtain an estimate of the range rate; also known as r_dot.  R_dot must be in the range [-200, 200] in order to be valid.  If is outside that range for at least 10 seconds, then we shall have failed to receive a legitimate range message.  You can mix and match the range message errors.  The LAST error encountered before failure determines the amount of time before failure.  This can be made clearer by some examples.

Example #1.  Suppose that r_dot equals 350 for 6 seconds.  At 6 seconds, the range suddenly becomes 0xFFFF for three more seconds and then we fail to receive a range packet for another 6 seconds.  Discussion.  After 9 seconds we have not failed over because minimum time to failure for both the r_dot (range rate) failure and range value failure is 10 seconds.  After 10 seconds we still have NOT failed because the non-receipt failover requires 12 seconds.  Finally, after 12 seconds we fail because it is the failover time related to the non-receipt of a range packet.  The Science task transitions from Mode 1 back to Mode 0.  No attempt is made to transition from Mode 0 back to Mode 1 for the rest of the pass, even if we subsequently receive good range messages.  End of example #1.

Example #2.  Suppose r_dot equals –500 for 7 seconds.  Then after the 7 seconds r_dot goes to a valid reading of -100 for one second.  Then at 8 seconds the range is given as 0xFFFF for 5 seconds.  Finally at 13 seconds, the range is OK for the rest of the pass.  After the initial 7 seconds we have NOT failed because the failover time for the range rate failure is 10 seconds.  At 8 seconds the Science task gets a valid range message with a good r_dot (-100) so all is forgiven.  The overall failure time is reset to zero.  Over the next 5 seconds have a range value error (0xFFFF), but it does not matter because at 13 seconds we become solid for the rest of the pass, so the last overall failure time was just 5 seconds.  The Science task never failed over to Mode 0, despite the fact that overall failure time was 7 + 5 or 12 seconds.  The point is that the failures were not consecutive.  End of example #2.

Table 10.2 provides a summary of type of failure versus number of seconds to failure.

	Failure Type
	Number of Seconds to Failure

	Non receipt of range packets
	12

	Invalid Range (0xFFFF)
	10

	Range rate out of range [-200, 200]
	10


Table 10.2  Summary of times to failure

The Science telemetry provides a “range valid flag” that is true when we are getting good range packets but there are some trivial exceptions.

10.3  Range Valid Flag Settings
The range valid flag is set differently depending on what Science Mode you are in.  If you are in Mode 0, then  range valid flag will be set to true (1) unless there is a failure to receive a range message for a “long time”.  There is no range rate failure but if there is an invalid range failure for more than 10 seconds or a non-receipt of range packet error for more than 12 seconds, then the range valid flag will be set to false (0).

If we are in mode 1, we are more demanding while taking into account the latency of the system.  The rule is simple:  The range valid flag will be set to true only when we really get good range information.  In the case of  failure to receive a range message, we have a grace period of three seconds in order to compensate for the latency of the system.  To clarify, if the error is either invalid range or range rate out-of-range there is NO grace period.  The range valid flag will be set to false immediately.  On the other hand, in the case of  failure to receive a range message we wait for three seconds all the while never losing track of the overall failure time.  This is summarized in table 10.3, below.

	
	Non-Receipt

Of packet


	Range

Error


	R_dot out

Of range



	Mode 0
	12
	10
	NM

	Mode 1
	3
	0
	0


Table 10.3 – Values given are the number of seconds of failure before the range valid flag is set to false depending on the mode.  NM: Not Meaningful

As before, there is mixing and matching of failure types.  The handling of this flag in the transition between Mode 0 and Mode 1 will be illustrated in the next example.

Example #3.  Suppose that we are at the start of a pass with its designated mode set to Mode 1.  The pass starts off with the range equal to 0xFFFF for 100 seconds.  Accordingly, we never transition from Mode 0 to Mode 1 during the first 100 seconds.  In addition, range valid flag was long since set to false.  Suddenly, at second 101, the range value is set to 0xFFC0 which is below the maximum range (0xFFF0) needed to transition from Mode 0 to Mode 1.  As in the previous example, the software resets the amount of time without a valid range message to zero and the range valid flag is set to true.  At second 102 and for all subsequent seconds, to the end of the pass, the range is set to the error value of 0xFFFF.  Since we are in Mode 1 at second 102 and we are not receiving a valid range, the range valid flag is immediately set to false, according to table 10.3.  However, we will not be marked as having failed to receive a valid range message until second 111, according to table 10.2.  At that time, we will transition back to Mode 0 and will remain in that mode until the end of the pass.  End of example #3.

Note that if instead of receiving invalid range messages at second 102, we instead received no range packets at all, we would have received a 3 second grace period before the range valid flag was set to false.
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